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Short-time scale correlation between slow slip and tremor in Cascadia
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[1] We use borehole strain and seismic data to show that slow slip and tremor in central
Cascadia are correlated on a range of time scales shorter than 1 day. The recorded strain
rate is our proxy for the slow slip moment rate, and the seismic amplitude is our proxy for
the tremor amplitude. We find that, on average, the strain rate is higher when the seismic
amplitude is larger. This correlation persists on time scales between 15 min and 16 h, and
it can be seen in each of the five slow slip events between 2007 and 2011. Our results
imply that the slow slip moment rate varies by a large amount even at these short time
scales. For instance, we observe a factor of 2 variation on time scales shorter than 4 h.
This apparently aperiodic variation is larger than the previously observed variation in
moment rate resulting from tidal forcing. It is a lower bound on the actual moment rate
variation, as we detect only changes in slow slip that are correlated with tremor amplitude.
Citation: Hawthorne, J. C., and A. M. Rubin (2013), Short-time scale correlation between slow slip and tremor in Cascadia,
J. Geophys. Res. Solid Earth, 118, 1316–1329, doi:10.1002/jgrb.50103.

1. Introduction
[2] There seems to be a strong correlation between slow

slip and tremor in Cascadia and parts of Japan. Observed
slow slip events are accompanied by large amounts of nearly
co-located tremor [e.g., Rogers and Dragert, 2003; Obara
et al., 2004; Wang et al., 2008; Aguiar et al., 2009; Wech
et al., 2009; Hirose and Obara, 2010]. Tremor roughly
tracks the slipping region as it moves along strike in several
events in Cascadia [e.g., Bartlow et al., 2011; Dragert and
Wang, 2011]. However, in most of these studies, slow slip
and tremor are compared on length scales longer than 10 km
and time scales longer than 1 day. The relationship between
slow slip and tremor is not well established on shorter length
and time scales because maps of the aseismic slip distribu-
tion are not well resolved on those scales [e.g., Szeliga et al.,
2008; Schmidt and Gao, 2010; Bartlow et al., 2011; Dragert
and Wang, 2011]. Tremor exhibits strong heterogeneity on
length scales of a few kilometers and time scales of minutes
[e.g., Brown et al., 2008; Ghosh et al., 2009; La Rocca et al.,
2009; Ghosh et al., 2010a]. Existing geodetic studies do not
preclude that such heterogeneity also exists in slow slip.
Indeed, McCausland et al. [2008] visually identified slow-
slip-induced strain accumulation that began on time scales
of hours [see also Gomberg et al., 2010]. On still shorter,

All supporting information may be found in the online version of this
article.

1Department of Geosciences, Princeton University, Princeton,
New Jersey, USA.

2Now at Division of Geological and Planetary Sciences, California
Insitute of Technology, Pasadena, California, USA.

Corresponding author: J. C. Hawthorne, Department of Geosciences,
Princeton University, Washington Road, Princeton, NJ 08540, USA.
(jchawtho@princeton.edu)

©2013. American Geophysical Union. All Rights Reserved.
2169-9313/13/10.1002/jgrb.50103

even seismic, time scales of 10–200 s, Ide et al. [2008] found
correlations between (1–10 Hz) tremor and the moment rate
of very low frequency earthquakes.

[3] Given our lack of understanding of the two phe-
nomena, it is not clear whether we should expect slow
slip to exhibit the strong heterogeneity in space and time
that tremor possesses. One plausible conceptual model is
that slow slip is a large-scale phenomenon that varies
smoothly in space and time, while tremor is a small-scale
phenomenon whose amplitude varies strongly in time sim-
ply because the ability of the plate interface to generate
tremor varies strongly in space. Several observations are
consistent with this model. Identified tremor locations are
often concentrated on a small fraction of the plate interface
[Ghosh et al., 2009; Armbruster and Kim, 2010], and if
each several-second-long burst of tremor can be treated as
the result of an independent earthquake, the moment associ-
ated with tremor in Cascadia may be just 0.1% of the slow
slip moment [Kao et al., 2010]. At the other extreme, one
might imagine that slow slip varies just as much as tremor.
The observed rapid changes in tremor could be caused by,
or cause, changes in aseismic slip. Alternatively, the slow
slip moment rate could vary by a large amount, but inde-
pendently of the variations in tremor. This last option seems
especially plausible if tremor is concentrated on a small
fraction of the plate interface.

[4] Given the noise in the geodetic data, it is difficult to
identify arbitrary and unknown changes in aseismic slip. In
this study, we look for variations in the slow slip moment
rate that are associated with changes in tremor amplitude.
We use borehole strain and seismic data to examine varia-
tions on time scales between 15 min and 16 h. To reduce the
noise in the geodetic data, we combine data from six stations
and five ETS (episodic tremor and slip) events in Cascadia.
We will show that slow slip and tremor are correlated on
these short time scales and that the slow slip moment rate
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Figure 1. Map of stations used. The colored curves are
rough outlines of the tremor locations in the five large slow
slip events we consider, as taken from the catalogs of Wech
and Creager [2008] and Kao et al. [2009]. Black lines are
the 30, 40, and 50 km depth contours of the plate interface
model of McCrory et al. [2004].

varies by a large amount. For instance, it changes by at least
a factor of 2 on a range of timescales shorter than 4 h.

2. Data Processing
2.1. Strain Data Corrections

[5] To examine short-time scale changes in aseismic slip,
we use data from six borehole strainmeters operated by the
Plate Boundary Observatory (PBO), as shown in Figure 1.
The data from each station clearly record at least two of
the five major ETS events between 2007 and 2011. Each of
these events lasts about 1 month and is well recorded at a
single station for a few weeks. Two examples of the strain
records can be seen in Figure 2. They have been calibrated to

the strain components and resampled by PBO so that there
is one strain value every 5 min. We use only the horizontal
shear strain records, not the areal strain ones, because the
areal strain data are more noisy.

[6] Even the shear strain records include a number
of unwanted signals, including tidal loading, hydrologic
effects, and atmospheric pressure changes. To remove these
signals, we first identify a 15 day interval in each record
that includes most of the changes in strain associated with
slow slip. We fit several functions to the 35 days before and
after that interval: a constant, a linear trend, a step function,
a set of sinusoids at 17 tidal periods, and a function propor-
tional to atmospheric pressure. We remove all but the step
function to obtain the corrected strain data. This procedure
is described in more detail by Hawthorne and Rubin [2010].

[7] The corrected strain records contain smaller unwanted
signals, but a significant amount of noise remains. For
instance, the records in the second row of Figure 2 include
some presumably non-tectonic variation away from the slow
slip event. With only a single record, we are usually unable
to confidently identify variations in strain that are associated
with variations in tremor on time scales of several hours.
We will therefore combine data from multiple stations,
components, and events.

2.2. Strain Data Segments
[8] When we combine data from multiple stations and

components, we must recognize that the recorded strain
depends not only on the moment released in the slow slip
event, but also on the component of interest and on the
location of slip relative to the borehole. In order to isolate
changes in moment rate, we will identify several-day-long
segments during which strain accumulates roughly linearly
with time. A few of these segments are indicated in the
shaded regions in Figures 2b and 2d. We will investigate
fractional variations in strain rate within these segments. As
long as the location of slip relative to the borehole does
not change significantly during a given segment, fractional
changes in strain rate are equivalent to fractional changes in
moment rate.
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Figure 2. Illustration of strain data processing. (a and c) Two calibrated but uncorrected 85 day strain
records from PBO (blue) and correction fits to 35 days before and after the 15 day slow slip interval
(red). We extrapolate the corrections over the central 15 days and remove them to obtain the curves in
Figures 2b and 2d. (b and d) Black lines and gray bars indicate the visually identified segments described
in section 2.2. Vertical dashed-dotted lines indicate the 15 day slow slip interval.
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[9] We initially identify linear segments visually, as
Hawthorne and Rubin [2010] did. These segments range
from 1.6 to 10 days in length. They are listed in Table
S1 of the supporting information. We split the longer seg-
ments into the smallest number of equal-length pieces that
allow each of the final segments to be shorter than 4 days.
As discussed in section 7, segments with durations of 1.6–
4 days are long enough to contain useful data but not so
long that the along-strike propagation of slow slip renders
our normalization inappropriate.

[10] The linear segments are identified in the unfiltered
strain data. However, we are interested in whether tremor
and slip are correlated on a range of time scales. We
therefore high-pass filter the 85 day long corrected strain
record before we extract the data in the identified segments.
Depending on the time scale of interest, we use a corner
period of 1, 2, 4, 8, or 16 h. This and all later filtering use a
one-pole two-pass Butterworth filter.

2.3. Tremor Proxy
[11] Once we have estimates of the fractional variation in

moment rate, we need a proxy for fractional variations in
tremor. To obtain the latter, we use data from the borehole
seismometers installed with the strainmeters. We bandpass
filter the two horizontal velocity seismograms between 2
and 5 Hz, the frequency range where tremor has the highest
signal to noise ratio, and compute the envelopes for the east
and north components Ax and Az. To save computation time,
we low-pass filter the envelopes with a cutoff period 10 s
and downsample to a 1 s spacing. We then combine the two
components to obtain the total envelope A(t) =

�
A2

x + A2
z
�1/2.

We will use this seismic amplitude as a proxy for the tremor
amplitude. Except for station B005, we will compare the
strain rate to the seismic amplitude recorded at co-located
seismometers. For station B005, we compare the strain rate
to the seismic amplitude at station B007, located just a few
hundred meters away, in order to reduce the computational
requirements.

[12] This approach is of course simplistic; the seismic
data include noise, not just tremor. We will assess how
well the seismic amplitude functions as a proxy for tremor
amplitude in section 6. The noise is larger in the day-
time, especially on working days. Because of this, we will
exclude the daytime periods from our analysis, as described
in section 3.

[13] We are interested in fractional variations in seismic
amplitude, so we normalize the amplitude in each segment
by the mean of its nighttime portion. We also want to isolate
energy in specific frequency bands, so we buffer each record
with up to 4 days of data on either end, remove the mean,
and bandpass filter. One illustration of this processing can
be seen in Figure 3. Figure 3a shows 9 h of one normalized
seismic amplitude record, and Figure 3b shows that record
after filtering to include energy only at periods between
15 min and 4 h. We always use 15 min as the shortest allow-
able period so that the frequency content of the seismic
amplitude data roughly matches that of the 5 min strain data.

3. Binning and Forward Model
[14] In section 2, we introduced the strain rate as an esti-

mate of the slow slip moment rate and the seismic amplitude

as an estimate of the tremor amplitude. However, a cor-
relation between seismic amplitude and strain rate usually
cannot be identified by visual inspection of a single record.
For instance, the slope of the strain plotted in Figure 3c is
not obviously larger when the seismic amplitude plotted in
Figure 3b is larger. In this section, we design a model that
uses many days of data to test whether, on average, the strain
rate is larger when the seismic amplitude is larger.

[15] To begin, we bin all the 5 min intervals with strain
data according to their seismic amplitude. For example, in
Figure 3b, intervals where the filtered normalized seismic
amplitude is more than about 0.2 belong to the purple bin.
The colored horizontal bar at the bottom of the plot indi-
cates the bin to which each interval belongs. The normalized
seismic amplitudes delineating the bins are chosen such that
there are approximately the same number of 5 min intervals
belonging to each of the six bins. We also include an addi-
tional bin that roughly covers the daytime hours (reddish
region), from 14:00 to 02:00 UTC.

[16] We now perform a fit to the strain data to determine
a single normalized strain rate for each bin. We assume that
during all time intervals that belong to a given bin j, the
strain rate is a constant fraction (xj) of the background strain
rate (ls). We will determine a single best fitting xj for each
bin j. ls is taken to be the best fitting strain rate for each
segment, as obtained in Appendix A2.

[17] More explicitly, we model the observed strain "s(ti)
in segment s at time ti as

"s(ti) =
7X

j=1

ps-j(ti)xj + e(ti). (1)

Here e(ti) is noise, and each ps-jxj is the contribution of
bin j to the predicted strain in segment s. As illustrated in
Figure 3c, each function ps-j has slope ls during intervals that
belong to bin j and zero slope at all other times.

[18] As noted earlier, we wish to examine the relationship
between strain rate and seismic amplitude in different fre-
quency ranges, so we will invert equation (1) for x using
data filtered to various frequency ranges. If F is the matrix
form of the linear high-pass filter described in sections 2.2
and 2.3, our model becomes

"s-filtered =
7X

j=1

Fps-jxj + Fe, (2)

where the filtered observed strain "s-filtered = F"s. In princi-
ple, the ps-j are already dominated by energy at the periods of
interest, as they are constructed from filtered tremor ampli-
tudes. However, the inclusion of daytime bins introduces
energy at other periods, so we also compute ps-j-filtered =
Fps-j. To avoid edge effects, we require that before filtering,
the ps-j extend beyond the segment endpoints. We initially
perform the binning and create ps-j with a 2 day buffer
on either edge of each segment. We then taper, filter, and
truncate each ps-j to the segment times.

[19] We will model the filtered noise in the strain data
Fe as a multivariate Gaussian distribution where the covari-
ance between the strain at two times is taken from a
matrix � 2

s Cn-s, as described in Appendices A1 and B.
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Figure 3. (a) Envelope of a velocity seismogram during part of one segment. It has energy at periods
down to 10 s and is normalized by the nighttime mean in that segment. (b) The seismic amplitude from
Figure 3a, but de-meaned and filtered so that it is dominated by energy at periods between 15 min and
4 h (black). The coloring and dashed lines illustrate the tremor binning. Bins are delineated by seismic
amplitude. The limits for each bin are indicated by the dashed lines and the colors. Times between 14:00
and 02:00 are placed in a daytime (reddish) bin. The horizontal colored bar on the bottom indicates the
bin to which each 5 min interval belongs. (c) Each of the ps-j values, the contributions to the predicted
strain from each bin, assuming each xj is 1 (colored). The slope of ps-j is ls during intervals that belong to
bin j and 0 at all other times. The actual contribution from each bin is xjps-j. The black curve indicates the
corrected, unfiltered strain data in this interval. In this and most other individual records, the correlation
between seismic amplitude and strain rate is not evident in a visual inspection.

Here � 2
s is the variance of the filtered strain in segment s.

We now write equation (2) as a matrix multiplication:

"s-filtered = Msx + N
�
0, �2

s Cn-s
�

, (3)

where (Ms)ij = ps-j-filtered(ti) and N(0, C) indicate a set of
values drawn from a multivariate normal distribution with
covariance C and mean 0.

[20] The high-pass filtering eliminates one important
piece of information from both the prediction and the data:
the mean strain rate. Our inversion for the normalized strain
rates is underdetermined without this information, as there
is effectively no constraint on the mean of the xj values.
We therefore introduce an additional requirement: that the
predicted mean strain rate in each segment approximately
match the background strain rate ls. Explicitly, we assume
that

ls = Ms-linx + N
�
0, �2

s-lin
�

. (4)

Here Ms-lin is a single-row matrix with (Ms-lin)1j/ls equal to
the fraction of the 5 min intervals in segment s that belong to

bin j. The assumed uncertainty in the mean strain rate �s-lin
is obtained in Appendix A2.

[21] When we combine equations (3) and (4), we obtain
our final equation for segment s:

"�
�–1

s C–1/2
n–s
�
"s-filtered�

�–1
s-lin
�

ls

#
=

"�
�–1

s C–1/2
n–s
�

Ms�
�–1

s-lin
�

Ms-lin

#
x + N(0, 1), (5)

where 1 is an identity matrix. We solve equation (5) for all
segments s simultaneously.

4. Models for Noise in Strain Data
[22] The noise in the strain data has two properties that we

must account for in our inversions. First, its amplitude varies
strongly from segment to segment, and in many segments
the noise is larger than the slow slip signal. We do not
want the noisiest segments to dominate our inversion, so we
downweight the misfit in each segment by that segment’s
variance � 2

s , as seen in equation (5).
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Figure 4. Results from inversions of strain data filtered to
several frequency ranges. The y values of the black curve
indicate the best fitting strain rates for each bin. The red and
blue curves contain the central 70% and 90% of the 300
bootstrap strain rate estimates, respectively. The x axis indi-
cates the range of seismic amplitudes in each bin, but the
bins on either end extend off the plot. The crosses indicate
the mean normalized seismic amplitude in each bin. The
daytime bin is plotted at an arbitrary x location. All fits use
data from all stations, components, and events, but filtered
to different frequency bands.

[23] Second, the noise is temporally correlated. Such
correlations can result from a random-walk-type behavior
or from unremoved atmospheric and hydrologic signals
[e.g. Evans and Wyatt, 1984; Langbein and Johnson, 1997;
Langbein, 2004; Williams et al., 2004]. The stations we
use record large signals associated with weather [e.g. Wang
et al., 2008; Roeloffs, 2010], and we have not successfully
removed all of them.

[24] To account for these two effects, we construct an
empirical noise covariance matrix for each station, strain
component, and frequency range of interest. An element

C(ti, tj) of such a matrix is the covariance between the
unwanted strain signal at times ti and tj. We assume
that C(ti, tj) can be approximated by Cn(ti, tj)� 2

s , where Cn
is a normalized covariance matrix that accounts for the
temporal correlations, and � 2

s is the variance in the seg-
ment of interest. We further assume that with filtered data
the covariance between the unwanted signal at two times
depends only on the time between them, �t = |ti – tj|,
as there is nothing special about any part of a given seg-
ment. In Appendix A1, we describe how we construct
the empirical noise covariance matrices from data out-
side of slow slip events. In Appendix B, we show that
this construction reasonably approximates the behavior of
those data.

5. Results and Uncertainties in Strain Fits
[25] Our forward model (equation (5)) is now fully

defined, and we can invert for the normalized strain rates.
The rates obtained from inversions of data in three dif-
ferent period ranges are indicated by the y values of the
black lines in Figure 4. The x values indicate the range of
normalized seismic amplitudes in each nighttime bin. In all
three of these fits, the best fitting normalized strain rate in
the daytime bin is near 1. This is expected if the slow slip
moment rate is on average the same during the day and
night. In addition, the best fitting strain rates are larger in
nighttime bins with larger seismic amplitude. This behavior
is expected if the slow slip moment rate is larger when the
tremor amplitude is larger. Before we interpret these results
further, however, we need to know how well constrained the
strain rates are.

[26] We take two approaches to estimating the uncertainty
in the strain rates. First, we perform a bootstrap resam-
pling of the strain segments [e.g., Efron and Tibshirani,
1993]. If there are N segments in a given fit, we randomly
pick N of those segments, with replacement, and perform the
fit on those data. We repeat this 300 times to obtain a rough
probability distribution of the normalized strain rates. The
distributions for several inversions are shown in Figure 5. In
all of these fits, the distributions for the bins with the lowest
and highest seismic amplitudes do not intersect a normalized
strain rate of 1. The variation in strain rate is significant with
high probability. We illustrate this probability in Figure 4,
where the red and blue lines delimit the central 70% and
90% of the 300 bootstrap estimates, respectively.

[27] When we generate the bootstrap distributions, we
use only data from the slow slip segments. In our second
approach to estimating the uncertainty, we use data from
outside of slow slip events. One might imagine that the
strain rate would be correlated with the seismic amplitude
even at these times if local noise sources affect both the
strainmeter and the seismometer. To look for that spurious
correlation, we shift the times of all of the relevant slow slip
segments by 35–105 days forward or backward, at 7 day
intervals. We take the data from those times and perform the
analysis described in sections 2.1 and 3. We modify the fit
only in that we use the best fitting linear trends ls and their
uncertainties �s-lin from the slow slip segments, not from the
shifted ones. Distributions of the strain rates obtained from
fits to the shifted segments are shown in Figure 6. All of
them overlap the mean strain rate. Several of the strain rates
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Figure 5. Histograms of the bootstrap strain rate estimates.
Different colors are for different seismic amplitude bins.
Cooler colors indicate bins with larger seismic amplitude.
The amplitude limits can be read from the x axis in Figure 4.
The red histogram is for the daytime bin. Vertical dashed
lines indicate the best fitting strain rates in each bin. They
are larger for bins with larger seismic amplitude. All results
shown use data from all stations, components, and events.
Different panels use data filtered to different periods, with
corner frequency indicated by the titles.

that best fit the slow slip segments (vertical lines) fall outside
of the shifted segment histograms. This error estimate also
implies that the inferred variations in strain rate with seismic
amplitude are significant with more than 90% probability.

[28] It is important to note that our results depend strongly
on the use of the empirical noise model constructed in
section 4. When we assume other noise models, we obtain
the same trends in strain rates, but the amplitude of the
variation is different. For instance, if we assume random
walk noise, as is sometimes done with geodetic data,
the inferred variations in strain rate are a factor of a few

larger than those shown here. We feel that it is more appro-
priate to estimate the characteristics of the noise from the
data than to assume a certain form a priori.

[29] As noted in section 3, we have also done fits where
we allow the background strain rates ls to be additional
free parameters. The best fitting normalized strain rates xj
resulting from those fits are similar to the results shown
here, but they are often offset from a mean of 1, and their
uncertainties are usually a factor of 2 or 3 larger. It may be
appropriate to consider this additional uncertainty. However,
in these fits the best fitting ls is sometimes just a few per-
cent of background strain rate extracted from unfiltered data,
or even has the opposite sign. That seems inappropriate.
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Figure 6. Histograms of strain rate estimates obtained
from segments outside of slow slip events. As in Figure 5,
cooler colors indicate bins with larger seismic amplitude.
The amplitude limits can be read from the x axis in Figure 4.
The red histogram is for the daytime bin. Vertical dashed
lines indicate the best fitting strain rates for the slow slip
segments. All results shown use data from all stations,
components, and events.
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Figure 7. Strain rates versus tremor amplitude in each bin.
Different panels are for different frequency ranges. All fits
use data from all events and all stations. The crossing point
indicates the best fitting strain rate for each bin and the
mean normalized tremor amplitude. The y limits of the bars
indicate 70% and 90% of the bootstrap error estimates for
the strain rates. The x limits indicate 70% and 90% of the
estimated tremor amplitude distributions.

It seems that the large number of free parameters that arise
when we allow ls to vary is not well constrained by this data
set. Also, it is unclear how we should precisely and robustly
allow for uncertainties in the background strain rate given
the complex structure of the noise.

[30] We choose to focus on the variation in strain rate
among different bins that is consistently seen when ls is
fixed. This variation is significant even if we use data
from only one station or only one event. Figures 7–9 show
that the results from fitting these different subsets of the
data are quite consistent. As in Figure 4, the y values in
those figures indicate the best fitting normalized strain rates.
Here, however, the x values indicate the estimated distri-
bution of the tremor amplitude in each bin, rather than the
seismic amplitude. We will describe how we estimate the
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Figure 8. As in Figure 7, but the fit for each panel uses
data only from the indicated event. All fits use data from all
stations, filtered to periods shorter than 2 h.
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Figure 9. As in Figure 7, but different panels use only data from the stations indicated. Stations are
arranged from northwest to southeast. All fits use data from all events, filtered to include energy at the
periods indicated in the titles.

tremor amplitude distribution in section 6, but as expected,
the tremor amplitude is larger in bins with larger seismic
amplitude. The results in Figure 8 thus show that the strain
rate and seismic amplitude are correlated in each of the last
five slow slip events. The results in Figure 9 show that this
correlation persists over multiple stations. The strain rates
are significantly larger in bins with larger seismic ampli-
tude at stations B003, B004, B005, B007, and B018. At
B012, the strain rates exhibit the same trend, but with much
larger scatter.

[31] Figures 7 and 9 also reveal that strain rate and tremor
amplitude are correlated at a range of periods. We detect
a larger difference in strain rates among the bins when the
data include longer periods. For instance, there is a ˙40%
variation about the mean when the filter allows periods

shorter than 8 h (Figure 7d), but only a ˙20% variation
when the filter allows only periods shorter than 2 hours
(Figure 7b).

6. Tremor Amplitude in Each Bin
[32] It is possible that we infer a smaller change in

strain rate at shorter periods because the slow slip moment
rate either is less correlated with or varies less strongly
with tremor amplitude at short periods. However, it is also
possible that relationship between moment rate and tremor
amplitude is the same at all periods, but the tremor ampli-
tude varies less strongly among our chosen bins when only
high frequencies are included. Such a reduced signal could
arise if both slow slip and tremor varied less at short periods
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Figure 10. (a) Histograms of normalized tremor amplitudes in the nighttime bins for the fit in Figure 4a.
(b) Histograms of the normalized seismic amplitudes in the nighttime bins. Vertical dashed lines in
Figures 10a and 10b are the normalized seismic amplitudes that divide these bins. (c and d) As in
Figures 10a and 10b, but for the fit in Figure 4b. (e and f) As in Figures 10a and 10b, but for the fit
in Figure 4c.

or if our tremor binning is less accurate at short periods.
In this section, we attempt to characterize the seismic noise
and estimate the tremor amplitude distribution in each bin,
so that we may compare it with the estimated strain rate.
We find that tremor does vary less strongly among the bins
at short periods, but we are unable to determine whether the
reduction represents a change in tremor behavior or an arti-
fact of the binning. In either case, the apparent reduction in
tremor amplitude variation with period is somewhat smaller
than the reduction in strain rate variation. When periods up
to 16 h are included, the detected fractional variations in
slow slip moment rate have roughly the same magnitude
as the associated fractional variations in tremor amplitude.
When only periods shorter than 1 h are included, the frac-
tional variations in slow slip moment rate appear to be a
factor of two to three smaller than the associated variations
in tremor amplitude.

6.1. Determining Tremor Amplitude Distribution
[33] The seismic data recorded during a slow slip event

consist of tremor and noise. If At is the amplitude of the
tremor signal in the 2–5 Hz band and An is the amplitude
of the noise, and if these two signals are independent, the
amplitude Ad of the recorded seismogram is, on average,

A2
d(t) = A2

t (t) + A2
n(t). (6)

It is this value Ad that we binned in section 3. In this
section we consider plausible values of An(t) and estimate
the distribution of At in each of the Ad-defined bins.

[34] We obtain Ad during a given slow slip segment
simply by taking the envelope via a Hilbert transform. To
obtain examples of the noise envelope An, we shift the seg-
ment times forward or backward 35–105 days, at 7 day

intervals. We take the envelope of the data at those shifted
times as described in section 2.3. As with Ad, we filter An
to remove periods shorter than 10 s and resample at 1 s
intervals. We then estimate a tremor envelope At for each
noise envelope An by subtracting A2

n from A2
d, as suggested

by equation (6).
[35] We normalize each tremor envelope At and the data

envelope Ad by their means within the nighttime hours. We
filter them to allow only periods between 15 min and the
maximum period of interest. We then average the values in
each 5 min interval and bin the intervals according to Ad, as
described in section 3. After the Ad binning, we compute the
distribution of 5 min averaged At in each bin. We repeat this
procedure for each of the noise envelopes and for all the seg-
ments in a given fit. The summed At distributions obtained
for several fits are shown in the first row of Figure 10.

[36] There are several problems with estimating the
tremor amplitude with this method. First, the squared addi-
tion in equation (6) means that any energy in Ad and An
at periods shorter than 10 s is incorporated into our tremor
envelope in a complicated way. Second, and more impor-
tantly, there are times when the noise envelope An is larger
than the data envelope Ad. If this is the case too often, we
should conclude that the proposed noise envelope is not a
plausible estimate of the noise. Indeed, when An > Ad dur-
ing more than 40% of a segment, we exclude that noise
envelope from our analysis. We then rescale the remaining
distributions so that each segment contributes the appropri-
ate portion of the At values. However, it is not practical to
find noise envelopes that have earthquakes, quarry blasts,
and storms with the same amplitude and timing as those in
the slow slip data, so we accept noise envelopes that have
An > Ad less than 40% of the time. For these envelopes we
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simply set At to zero when Ad < An. This error in the noise
realizations means that our tremor amplitude distributions
include some zero values associated with large-amplitude
signals in the noise realizations, as well as some high-
amplitude values associated with noise within the slow slip
segments.

[37] Because of these inaccuracies, we present the tremor
amplitude distributions only as rough estimates. We seek
only to determine whether the smaller observed strain rate
variation at short periods implies that the slow slip moment
rate is less correlated with the tremor amplitude at short
periods.

6.2. Amplitude Distribution Results
[38] The tremor amplitude distributions that correspond

to the fits in Figure 4 are shown in the first row of Figure 10.
The amplitude varies more strongly between bins when we
include longer periods. This is the same pattern that we
observe in the strain rate variation in Figure 4. To compare
these two variations, in Figures 7–9 we plot the strain rate
versus the tremor amplitude for several inversions. In those
figures, the centers of the crosses indicate the best fitting
strain rate and the mean tremor amplitude for each bin. The
vertical ranges of the plotted bars include 70% and 90% of
the bootstrap strain rate estimates, and the horizontal ranges
include 70% and 90% of the normalized tremor amplitudes.
Note that these two sets of ranges are not comparable. The
vertical bars indicate an uncertainty on the mean strain rate
in a given bin, so it would be more appropriate to plot
an uncertainty on the mean tremor amplitude, not the full
distribution. However, such a sophisticated interpretation
of the tremor amplitude distributions seems unwarranted
given their inaccuracies, and the full tremor distribution
does include the mean.

[39] These plots reveal that the difference in tremor bin-
ning at different periods can explain some but not all of
the reduction in strain rate variation at short periods. When
the fit includes data with energy from 15 min to 16 h, the
fractional variations in strain rate among the bins are nearly
equivalent to the fractional variations in tremor amplitude
(Figures 7e and 9k–9o). But as the periods of interest
get smaller, the detected fractional variations in strain rate
decrease relative to the variations in tremor amplitude.
When the data used include only energy at periods shorter
than 1 h, the fractional variations in strain rate are a factor of
two to three smaller than the fractional variations in tremor
amplitude (Figures 7a and 9a–9e). Given the plotted uncer-
tainties and the inaccuracies in the tremor binning method,
this change in the relationship between slow slip and tremor
with period is only marginally significant. In fact, there is
no a priori reason to expect a simple relationship between
tremor amplitude and strain rate, as tremor amplitude does
not have a simple physical interpretation. Some variability is
apparent when we examine the results from individual sta-
tions. For instance, the detected change in strain rate at short
periods is more prominent at station B018 than at stations
B005 and B007, even though the apparent change in tremor
amplitude among the bins is similar (Figures 9c and 9e).

[40] As a final caveat, we note that the small range of
tremor amplitude among the bins at short periods does
not necessarily imply that the tremor amplitude varies
less at short periods. The range of tremor amplitudes also

depends on the accuracy of the tremor binning, and we
have not attempted to assess how that accuracy depends on
period. Such an assessment would be complicated because
the tremor and seismic amplitudes are normalized by
different values.

7. Discussion
7.1. Moment Rate Interpretation

[41] Our results indicate that, on average, the strain rate
is larger when the seismic amplitude is larger. We interpret
this as meaning that the slow slip moment rate is larger when
the tremor amplitude is larger. In this section, though, we
consider how the along-strike and along-dip propagation of
slow slip and tremor might bias our results.

[42] Slow slip and tremor in Cascadia usually propagate
along-strike at 5–15 km per day [e.g., Kao et al., 2006; Wech
et al., 2009; Boyarko and Brudzinski, 2010], so they prob-
ably move 10–40 km during one of our 1.5 to 4 day long
segments. In some cases, the along-strike propagation rate
can vary on time scales of a few hours [e.g., Ghosh et al.,
2010a; Houston et al., 2011]. The location generating the
strongest tremor sometimes moves 50 km along dip in under
an hour [e.g., Ghosh et al., 2010b], although the change in
location of aseismic slip has not yet been imaged on these
time scales.

[43] Depending on the location of slip relative to the
borehole, a 20 km change in the location of slip can sig-
nificantly change the ratio of the strain rate to the slow
slip moment rate and the ratio of the tremor amplitude to
the seismic moment rate. If the propagation affected these
ratios in a similar way, one might imagine that the strain
rate would be correlated with seismic amplitude, regard-
less of whether the slow slip moment rate is correlated with
the seismic moment. However, the ratio of strain rate to
slow slip moment rate depends on slip location in a com-
plicated way. It may increase or decrease as the location of
slip approaches. The ratio of tremor amplitude to seismic
moment rate is difficult to interpret, but the tremor ampli-
tude at a given station generally increases as the tremor-
generating location approaches it. Thus, propagation does
not consistently cause tremor amplitude and strain rate to
increase together, and it is unlikely to cause the correlation
we observe.

[44] The propagation does introduce some additional
uncertainty into our results. We consider variations in
seismic amplitude and strain rate relative to some reference
amplitudes and rates. The appropriate reference values may
vary from day to day as the location of slip moves. We use
only a single value for each segment, even if the segment
is nearly 4 days long. This incorrect normalization intro-
duces some uncertainty in our tremor amplitude and strain
rate estimates. However, it should not introduce a correla-
tion between strain rate and tremor amplitude that does not
already exist, and there is no reason to expect that this error
should bias the inferred variations in strain rate and tremor
amplitude to higher or lower values.

7.2. Large Amplitude of Variation
[45] The detected variations in strain rate are quite large.

For instance, for periods between 15 min and 4 h, the best fit-
ting strain rates range from 0.7 to 1.4 times the mean among
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the different bins (Figure 4b). This implies that the slow slip
moment rate varies by a factor of at least 2 on these time
scales. In fact, it likely varies by quite a bit more. Each of
the inferred strain rates is a best fitting value for all of the
times in a bin, and each of the bins occupies one sixth of
the combined nighttime duration. Further, we have binned
by seismic amplitude, not by tremor, so we underestimate
the variation in moment rate associated with tremor. Finally,
our method will not detect variations in strain rate that are
independent of variations in tremor amplitude.

[46] In our analysis, we look for correlated variations
in seismic amplitude and strain rate in relatively wide
frequency bands, so we should detect both periodic and
aperiodic variations. Slow slip and tremor do display a peri-
odicity at 12.4 h, which has been interpreted as the result of
tidal forcing [Rubinstein et al., 2008; Hawthorne and Rubin,
2010; Klaus et al., 2011]. That tidal modulation should be
included in the longer-period fits in this study. However, it
is small compared to the total variations detected here. Even
at the most prominent tidal period, the slow slip moment
rate oscillates just 20% or 30% above and below the mean
[Hawthorne and Rubin, 2010]. In this study we show that
the moment rate varies by at least ˙20% at a range of peri-
ods shorter than 2 h (Figure 7b) and by at least ˙40%
at a range of periods shorter than 8 h (Figure 7d). It thus
appears that there is large intrinsic short-time scale vari-
ability in slow slip, in addition to the variations caused by
tidal forcing.

7.3. Potential Models for Short-Time Scale Variability
[47] Our study does not reveal how the variability in

slow slip moment rate arises. Each of our inversions aver-
ages over 10–250 of days of tremor and slow slip data.
During those days, tremor exhibits bursts, streaks, and back-
propagating fronts [e.g., La Rocca et al., 2009; Ghosh et al.,
2010b; Houston et al., 2011]. To our knowledge, none of
these features displays a simple relationship with the seis-
mic amplitude [e.g., Vidale et al., 2011]. The results here
constrain only that slow slip and tremor in Cascadia are
correlated and that that correlation is associated with large
short-time scale heterogeneity in the aseismic moment rate.

[48] Such large temporal heterogeneity in moment rate is
also suggested by the ability of passing seismic waves to
trigger slow slip events in Japan [Itaba and Ando, 2011] and
Mexico [Zigone et al., 2012]. It could result from spatial het-
erogeneity in the frictional properties, geometry, or effective
normal stress on the plate interface. Such spatial variations
have been proposed and sometimes modeled by a number of
authors [e.g., Ariyoshi et al., 2009; Ando et al., 2010; Luo
and Ampuero, 2011]. They are motivated in part by observa-
tions that tremor is spatially concentrated [e.g., Ghosh et al.,
2009; Wech et al., 2009] and that the tremor-generating
patches persist over multiple slow slip events [Armbruster
and Kim, 2010]. Given these observations and the poten-
tially small seismic energy and moment released by tremor
[Maeda and Obara, 2009; Kao et al., 2010], it is easy to
imagine that most tremor occurs on a set of patches that
occupy a small fraction of the plate interface. It is more diffi-
cult, although not impossible, to imagine that most aseismic
slip in a given ETS event occurs on those patches. If that
were the case, it is not clear how stress would be trans-
ferred from one patch to the next. Also, for the slip to be

spatially smooth on long time scales, the locations of con-
centrated slip would have to change from event to event,
or the remaining portion of the interface would have to
participate in afterslip or megathrust earthquakes.

[49] Even if the slip in each slow slip event is more
broadly distributed than tremor, the observed large short-
time scale variability could still result from spatial hetero-
geneity. Slip in the tremor-generating patches could interact
with slip on the rest of the interface, or the local variations
in slow slip could be much larger than the spatially averaged
variations we detect here.

[50] The results described here partially fill a gap in the
time scale of the observed correlations between slow slip
and tremor. A number of studies document such a corre-
lation on time scales of entire events in Cascadia [e.g.,
Rogers and Dragert, 2003; Aguiar et al., 2009; Wech et al.,
2009] and beneath Shikoku and the Kii Peninsula [e.g.,
Obara et al., 2004; Hirose and Obara, 2010]. Bartlow et
al. [2011] found that slow slip and tremor in one event in
Cascadia were correlated on time scales of several days,
and Hawthorne and Rubin [2010] found that tidal modula-
tion of slow slip at the 12.4 h period was in phase with the
previously identified tidal modulation of tremor in Cascadia
[Rubinstein et al., 2008; Wech and Creager, 2008]. On time
scales of 10–200 s, Ide et al. [2008] observed a correlation
between tremor amplitude and the moment rate of very low
frequency earthquakes beneath the Kii Peninsula. Here, we
show that slow slip and tremor in Cascadia are correlated
on time scales between 15 min and 16 h. This observation
provides additional evidence that slow slip and tremor in
Cascadia are strongly related.

8. Conclusions
[51] We have shown that during slow slip events, the

strain rate is higher when the seismic amplitude is larger.
This result implies that the slow slip moment rate and
the tremor amplitude are correlated on the time scales
examined. The inferred variation in moment rate is large:
more than a factor of two on a range of time scales shorter
than 4 h, for instance. This apparently aperiodic variation
in moment rate is larger than the variation resulting from
tidal forcing at the period of the strongest tide. It thus
appears that slow slip is intrinsically complicated and that
at least some of that temporal complexity is manifested in
tremor. Our results suggest that at the longer periods con-
sidered, fractional variations in tremor amplitude are, on
average, associated with nearly equivalent fractional varia-
tions in slow slip moment rate. However, we are reluctant to
attach too much significance to this roughly one-to-one ratio
because of possible inaccuracies in our ability to bin tremor.

Appendix A: Empirical Noise Models

A1. Calculating the Empirical Covariance Matrices
[52] As described in section 4, we assume that the covari-

ance of the noise in the filtered data C(�t) can be written
as � 2Cn(�t), where Cn is a normalized covariance, �t is
the time between two data points of interest, and � 2 is the
variance in a given segment. To compute the Cn for each
station, component, and frequency range, we take data from
outside of the slow slip events as realizations of the noise.
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We consider a number of overlapping 85 day windows in
the inter-ETS periods. We remove the unwanted signals as
much as possible as described in section 2.1. We then filter
each 85 day window to the periods of interest and extract
the strain from overlapping 5 day segments in the central
15 days. If each of these segments is an example of the
noise "n(t), the covariance C(�t) is the expected value of
"n(t)"n(t +�t). To calculate the normalized covariance Cn(t),
we average the contributions "n(t)"n(t + �t)� –2

s from all
pairs of strain values separated by time �t.

[53] We use the resulting Cn to downweight the misfit
in our inversions for the best-fitting strain rates, as seen in
equation (5). Note that when we perform a fit to data that
have been high-pass filtered with corner period T, we use
the variances and covariance matrices created for a corner
period of 2T. As discussed in Appendix B, this is because
we effectively upweight the long-period energy in the misfit
when we use a filtered covariance matrix. Using a cor-
ner period of 2T rather than T for the covariance matrix
ensures that the misfit is dominated by energy at the periods
of interest.

[54] We also compute empirical noise covariance matri-
ces for unfiltered data. In this case, we calculate the full nor-
malized covariance matrix Cn(ti, tj). We cannot assume that
the covariance depends only on the time between two points
�t = |tj – ti| because these data contain energy at periods
comparable to the segment length. For this calculation, we
extract 5 day long segments from outside of slow slip events
as described above. We compute the normalized covariance
from Cn(ti, tj) = E

�
("n(ti) – "n(t1))("n(tj) – "n(t1))� –2

s
�
, where

"n(t1) is the first value in each segment and E indicates the
expected value. Note that this calculation results in an esti-
mate of the covariance of the set of "n(ti) – "(t1), not of "(ti).
Thus when we use this covariance matrix to model noise in
the data, we will model errors in "(ti) – "(t1). We choose to
estimate the covariance of "n(ti) – "n(t1) rather than that of
"(ti) because these estimates are more stable and less sensi-
tive to the segment length. Stability is a problem for these
unfiltered noise covariance estimates; Cn does not always
converge to positive definite matrix. Often a few tens of
its several thousand eigenvalues are negative, with ampli-
tudes around 10–6 times the largest positive eigenvalue. We
regularize all the unfiltered Cn by adding white noise with
amplitude equal to 15 times the variance of the second point
in each segment, Cn(t2, t2). This rather small modification
eliminates all the negative eigenvalues.

A2. Uncertainty in the Linear Trend
[55] In order to determine the best-fitting strain rate ls for

each segment, we extract the unfiltered strain data for that
segment and subtract the first value. We then fit a linear trend
that begins at zero to all but the first data point. In that fit,
we assume that the noise covariance is proportional to Cn,
the normalized covariance matrix created for unfiltered data.
We then assume that the actual covariance is � 2

s Cn, where � 2
s

is the variance in this segment after removing the linear fit.
We propagate this noise covariance through the inversion to
obtain the 1-sigma uncertainty in the linear trend, �s-lin.

[56] When we determine the best fitting strain rates for
each of the tremor-defined bins, we require that the pre-
dicted average strain rate match ls with uncertainty �s-lin
(equation (5)). It turns out that the exact values of �s-lin are

not crucial. Changing all of them by a factor of 100 affects
our results insignificantly. This regularization seems to pro-
vide a reasonable way of eliminating an arbitrary shift in the
xj values. However, we should note that because of the tem-
porally correlated noise, it is not quite correct to compute
the predicted average strain rate by averaging the predicted
strain rate in a given segment. We choose not to account for
complications of temporally correlated noise in this regular-
ization because that would introduce information at a wide
range of periods to all the inversions. We wish to look for
correlations between seismic amplitude and strain rate in
specific frequency bands.

Appendix B: Structure of Noise in the Data
[57] As noted in section 4, when we use the strain data, we
must account for both temporal correlations in the noise and
for large variations in the amplitude of that noise. To do
so, we assume that the amplitude of the noise changes with
time but that the form of the noise does not. Specifically,
we write the covariance C(�t) as � 2Cn(�t), where Cn is a
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Figure B1. (a) Averaged power spectral density in five
frequency bands from a number of 5 day segments at station
B007, component 2"EN. Values are plotted against the vari-
ance that would be implied by each spectrum if it were
high-pass filtered with a corner frequency of 1 h–1. If the
assumption that OC(f) = � 2 OCn(f) is correct, each set of points
should plot on a straight line with slope 1. The diagonal
dotted lines indicate that slope. (b) As in Figure B1a, but
plotted against the variance for periods shorter than 9 h.
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Figure B2. As in Figure B1, but for station B003 and
component 2"E – "N.

normalized covariance, �t is the time between two data
points of interest, and � 2 is the variance in a given seg-
ment. In this appendix, we demonstrate that this form of
the covariance provides a reasonable approximation to data
outside of slow slip events.

[58] We first note that if we write the covariance in the
frequency domain, it is given by the expected value of
the power spectrum of the noise: OC( f ) = E

�
|O"( f )|2

�
[e.g.,

Bendat and Piersol, 2010], where O" is the Fourier transform
of one realization of the noise and f is frequency. We could
have estimated the covariance much more quickly using
this approach than using the method described in section 4.
However, the spectrum-based method has the potential to
introduce edge effects, since we are sometimes interested
in variations at periods that are not too much shorter than
the 5 day segments used for normalization. The method in
section 4 obviates the edge effect complications.

[59] In this appendix, we do not require precise covari-
ance matrices. We merely want to know whether the noise
covariance roughly obeys C(�t) = � 2Cn(�t), or equiva-
lently, OC(f) = � 2 OCn(f). To test this, we consider a number
of 85 day windows outside of slow slip events, starting
every 15 days. We process them as described in section 2.1
and extract a number of 5 day segments from the central

15 days, staggered every 1 day. We compute the spectrum in
each 5 day window with a multi-taper method [e.g., Persival
and Walden, 1993], using four Slepian tapers bandlimited to
frequencies smaller than 1 d–1.

[60] For each spectrum, we average the squared values
within the five frequency ranges indicated in the legends of
Figures A1 and A2. We plot these spectra against the vari-
ances that would be implied by the spectra if they were fil-
tered to the indicated frequency bands. If OC( f ) = � 2 OCn( f ),
the values in Figures A1 and A2 should plot roughly parallel
to the diagonal dotted lines, which have a slope of 1. This is
approximately the case when the frequency range of interest
is within a factor of 4 or so of the longest period included
in the variance. Our chosen form of the variance thus seems
reasonable at these stations. Other stations and components
behave similarly.

[61] However, because the form of the spectrum does not
remain proportional to � 2 over the entire range of periods,
it is important that we create different covariance matri-
ces for different frequency ranges and that we scale Cn by
the variance for that frequency range. If this were not an
issue, we could have used a single normalized covariance
matrix for all fits and scaled it by the variance in each of the
unfiltered segments. Indeed, that would have been the more
appropriate choice. When we use filtered covariance matri-
ces, we upweight the energy in the misfit at the frequencies
we eliminate. To avoid too much upweighting, when we do
a fit to data with maximum allowable period T, we use the
covariance matrices and variances for a maximum allow-
able period 2T. This ensures that at any frequency we filter
out, the energy in strain and seismic data used in the fit
is significantly smaller than the energy in the covariance
matrix. Energy in the frequency band of interest dominates
the misfit.
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